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MOTIVATION 

Unveiling the evolution of the factual knowledge within LLMs:

a) Which factual knowledge do LLMs use to assess claims’ truthfulness?

b) How does this factual knowledge evolve across layers? 

c) Are there any distinctive patterns in this evolution?

FACTUAL CLAIM LLM True/False
INPUT OUTPUT

Bronzini et. al. (2024)
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APPROACH 

Latent Representations of LLMs     [1.02, 0.98, …, 0.20]

→ Decode Factual Knowledge         { DateOfBirth(Charlemagne, 2 April 742), … }

→ Generate a Temporal Knowledge Graph

Bronzini et. al. (2024)
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METHOD: Activation Patching

• token-to-token and 
vector-level technique.

• is used to study the 
model’s computation by 
altering its latent 
representations during 
inference.

Bronzini et. al. (2024)
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APPROACH: Inference 

1) Given a language model with L layers, and a prompt 𝑆 containing a 
factual claim

2) We probe the model’s latent representations obtained at each hidden 
layer l ∈ [1,..., L] during the model inference on S

Bronzini et. al. (2024)
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APPROACH: Patching (1) 

3) We execute a separate model inference with a similar, yet different prompt 
to decode the semantics embedded in these latent representations.
o We specifically intervene during the model computation by mapping:

• the embedding representation of a placeholder token (“x”)
• with a condensed representation of the input claim from the original inference 

Bronzini et. al. (2024)
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APPROACH: Patching (2) 

3) We execute a separate model inference with a similar, yet different prompt 
to decode the semantics embedded in these latent representations.
o We specifically intervene during the model computation by mapping:

• the embedding representation of a placeholder token (“x”)
• with a condensed representation of the input claim from the original inference

Bronzini et. al. (2024)
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1. Perform Part-of-Speech tagging
2. Consider the nouns (entities) and verbs 

(actions) of the input claims
3. Overweight the end token of these words
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ABLATION STUDY: Considered tokens (1)

Bronzini et. al. (2024)

9

Empress Matilda moved to Germany as a child

Empress Matilda moved to Germany as a child

Empress Matilda moved to Germany as a child

ORIGINAL:

COMPLETE WORD:

ALL TOKENS:

Merging 5 tokens

Merging 7 tokens

Merging 10 tokens

End token of the nouns and verbs

Vector-based knowledge distillation 



ABLATION STUDY: Considered tokens (2)

Considering more tokens lead to a noisy representation 
1. The model overinterprets word’s starting tokens in early layers
2. Stop words (e.g., “by”) hurts the patched inference



APPROACH: Patching (2) 

4) This procedure is repeated for the different values of l ∈ [1,..., L]

Bronzini et. al. (2024)
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APPROACH: Patching (3) 

Bronzini et. al. (2024)
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Generated texts from 
the inferences patched 

with the l-th layer



APPROACH: Graph generation 

5) All the generated texts are then turned into triples and a temporal 
knowledge graph, with 𝑙 being the temporal dimension.

Bronzini et. al. (2024)
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one for each patched inference

∀ 𝑙 ∈ [1, … , 𝐿]



OUTCOME: Temporal Knowledge Graph
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Word-based knowledge evolving into claim-related facts



OUTCOME: Temporal Knowledge Graph
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Subjective dichotomies



FINDINGS: Local and global interpretability analyses

We conduct interpretability analyses to get insights into the process of 
factual knowledge resolution at both local and global levels:
1) Local analysis exposes factual knowledge across layers and latent errors such 

as representation and multi-hop reasoning errors. 

2) Global analysis reveals that: 
a) Early layers prioritise entity resolution
b) Middle layers encode increasingly comprehensive factual knowledge
c) Final layers exhibit limited factual expressiveness.

Bronzini et. al. (2024)

17



CONTRIBUTION

An end-to-end framework that jointly accomplishes several tasks:

• of the semantics embedded in the latent representation of LLMs in the 
form of ground predicates;

• With no external models or training processes; 
decoding

• factual knowledge from the latent space of LLMs
• by merging the semantics of multiple tokens via a weighted sum of their 

latent representations; 
extracting

• the decoded factual knowledge tracing its underlying evolution using a graph 
representation; representing

• interpretability analyses at the global and local levels 
• They could unveil latent errors (e.g., multi-hop reasoning errors) and patterns 

in the factual knowledge evolution.
enabling

Bronzini et. al. (2024)
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LIMITATIONS

Bronzini et. al. (2024)
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• Was this factual knowledge encoded in the latent representations or 
generated from the model computation?

PROBE: To be smart or not to be smart

• Do the latent representations encode actual factual knowledge or 
activate something else in the model computation? 

INPUT: Encoding vs Triggering

• We assume that the vector space is layer-independent (e.g., 
𝐿1 0.1 = 𝐿20 0.1 . However, one might expect that the same value 
has a different meaning/role in different layers.

• There could be clusters of layers with a similar vector space 
(validation of our global analysis)

APPROACH: Layer independency



Open discussion for follow-up research directions 

1) Latent representation alignment of multi-modal inputs*

2) Confidence/reliability/uncertainty evaluation

3) Multi-hop error correction*

4) Factual verification

5) …

* For example, following CoLLEGe: Concept Embedding Generation for Large Language Models 
Bronzini et. al. (2024)
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𝑳𝟏 … 𝑳𝒏

1.02 0.11 3.22

2.39 0.96 1.23

… … …

2.62 1.22 0.15

https://arxiv.org/abs/2403.15362
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